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Obviously, a very large number of particle spheres tend to block each other, and thus only a small part is 
presented to the user. It is a serious waste of rendering resources to render most invisible particles in OpenGL. On 
the other hand, particle spheres will be projected onto the screen eventually, and the screen resolution is limited. 
To render discretized particle spheres with the same resolution, it will be redundant for the particles of tiny 
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Abstract  A visibility-culling-based geometric rendering algorithm is proposed in this paper so as to visualize 
large-scale particle data efficiently. In the algorithm, the particles are culled based on their visibility at two 
granularities. All data patches beyond the OpenGL view frustum are firstly thrown away as a coarse culling. And 
then, the remaining particles will be judged their visibility based on a nine spheres occluding rule. All invisible 
particles will be further thrown away. Subsequently, if a particle sphere is actually rendered, it will be discretized 
adaptively with a proper resolution according to its projection width on the screen. The experiments demonstrate 
that the proposed algorithm can effectively cull the occluded particles and efficiently render large-scale particle 
data. 

Keywords  Visibility culling, occlusion culling, nine spheres occlusion, large-scale particle data, parallel 
rendering 

1  Introduction 

Particle simulation is an important form of scientific computing in many fields, such as molecular dynamics, 
electromagnetic radiation, laser fusion, fission energy and so on. In order to obtain high scientific confidence, 
people continue to increase the number of particles to achieve higher computational accuracy, thus, the particle 
data output in the simulations have continued to grow. Large-scale particle data have brought great challenges to 
visualization and visual analysis. 

In current visualization systems, particles are often represented by spheres, which are then discretized and 
rendered using OpenGL. Depending on discretization accuracy, a sphere may correspondingly generate 10 to 
1000 drawing primitives in OpenGL. For tens of millions ~ hundreds of millions of particles, the OpenGL needs 
to deal with hundreds of millions ~ tens of billions or even more drawing primitives, which is unbearable for 
current visualization systems. 

For example, a molecular dynamics program named MD3D has realized the simulation of 256 million 
particles on 32000 processing cores, which reveals the impact and response mechanism of metal materials 
containing nano-scale holes. After being filtered, 38 million particles are output actually at a time step. As a 
traditional method, we render 38 million spheres directly, which takes 269 seconds on 24 processing cores. 
Obviously, the speed is unbearable. 

                                                        
1 This work is supported by Foundation of Laboratory of Computational Physics, Science and Technology Funds of Chinese 
Academy of Engineering Physics under grant No. 2015B0403093 and Key Program of Science and Technology Funds of Chinese 
Academy of Engineering Physics under grant No. 2014A0403019. 
2 Corresponding author. Email: wang_huawei@iapcm.ac.cn. 
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projected area, while it is not enough for the particles of large projected area. These two issues leave a lot of room 
for optimizing the particle rendering algorithm. Thus, we propose a visibility-culling-based rendering algorithm 
for visualizing large-scale particles. On the one hand, we make full use of the occlusion relationship between the 
particles so as to remove a large number of occluded particles; on the other hand, we choose appropriate 
resolution adaptively to render particle spheres so as to further improve the rendering speed. As a result, the 
algorithm significantly improves the rendering efficiency while preserving the rendering quality so that it can 
meet the need of interactive visualization of large-scale particle data. 

2  Related work 

Visibility culling is a useful technique to reduce the complexity of a scene sent into the OpenGL through 
quickly determining the visibility of the drawing elements in the scene and then excluding those obviously 
invisible drawing elements [1]. In general, visibility culling can be divided into view frustum culling, back face 
culling and occlusion culling. The former two methods are relatively simple, so recently people pay more 
attention to occlusion culling. In occlusion culling, it is necessary to consider the relationship between the drawing 
elements in the scene and then remove invisible elements more carefully. 

According to the stage of occlusion computing, the algorithms of occlusion culling can be divided into 
offline occlusion culling [2] and online occlusion culling [3]. From the angle of occluding relationship, they can 
also be divided into view-space-based occlusion culling [4] and viewpoint-based occlusion culling [5]. If 
considering the reference frame, they can be divided into occlusion culling in image space [6] and occlusion 
culling in physical space [7]. 

Offline occlusion culling is a pre-calculated occlusion visibility method, usually adopting view-space-based 
occlusion judgment. A scene is firstly divided into many cells, and then within each cell, the potentially visible set 
(PVS) for arbitrary viewpoint is pre-calculated [2], thus multiple viewpoints can share the same PVS. The 
disadvantage of this method is its long pre-treatment time. Moreover, it may cause the violent increase of disk I/O 
when the viewpoint switches across the boundaries of the cells. For online occlusion culling, however, the 
occlusion relationship is calculated dynamically when the user is roaming. In the method, viewpoint-based 
occlusion judgment is adopted, that is, the PVS corresponding to the viewpoint needs to be re-calculated as the 
viewpoint changes [3][7]. Although the method does not require a pre-treatment step, it is expensive to compute 
the visibility in real time. 

In the above methods, the visibility of scene elements is calculated based on polygons. If we first discretize 
the particle spheres into polygons and then apply these methods, a sharp expansion of scene elements will 
inevitably occur. For large-scale particle data, these methods will immediately become inefficient or infeasible. To 
address the issue, we will compute the occlusion relationship between the spheres directly based on the simplicity 
of spheres so as to effectively eliminate a large number of invisible spheres and enhance the rendering efficiency 
for large-scale particle data. 

3  Visibility-culling-based particle rendering algorithm 

We propose a visibility-culling-based particle rendering algorithm so as to realize efficient rendering of 
large-scale particle data. On the one hand, we filter particle data based on visibility at two granularities. We use 
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the view frustum to filter the data field roughly, throwing away the data patches falling outside the view frustum 
and thus invisible to the user. When rendering the particles, we judge whether a particle is occluded by others, and 
then exclude the occluded particles. On the other hand, according to the projected area of a particle on the screen, 
we will adaptively choose an appropriate grid resolution, rather than a fixed resolution, to discretize the sphere 
representing the particle. 

3.1  Rendering algorithm 

 
 
 
 
 
 
 
 
 
 
 
 

 

Fig. 1. The visibility-culling-based particle rendering algorithm. 
 

The framework of the proposed particle rendering algorithm is shown in Fig. 1. The input of the algorithm is 
the resulting data from large-scale particle simulations. These data are often divided into many patches according 
to space partitioning and stored in a parallel file system.  

OpenGL uses a projection transformation to map the three-dimensional scene elements to the 
two-dimensional screen and only the scene elements in the view frustum are likely to be displayed on the screen. 
Thus, the particle spheres falling outside the view frustum are cut off by the view frustum in fact, so they are 
invisible to the user. As a result, we do not need to read them as well as deal with them. In detail, based on the 
contract mechanism [8], we pass the view parameters to the contract manager, which then constructs the view 
frustum and the spatial interval tree of data patches. Filtering the interval tree by the view frustum, we obtain the 
data patches intersecting with the view frustum, and accordingly we read these patches into memory and deliver 
them to the rendering pipeline. 

When rendering large-scale particles, we often use static load balancing to avoid massive data moving 
between processing cores. In detail, we traverse the data patches along the space filling curve and then distribute 
them evenly to processing cores. In this way, we assign contiguous patches together to each processing core. As a 
result, local particles get together on each core, which highlights their occlusion relationship and thus is helpful to 
the later occlusion judgment method. 

Particle filtering based on occlusion culling 

Static load balancing 

Parallel partitioning of data field 

Patch filtering based on view frustum 

Adaptive discretization of particle spheres 

Collection and fusion of resulting images 
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For each particle on a processing core, we first determine whether it is occluded by the particles drawn 
before. All occluded particles will be ignored. When drawing a particle concretely, we will calculate its projection 
width on the screen in real time, from which its discretization resolution is determined. The occlusion culling 
algorithm and the adaptive discretization method will be described in detail in the following sections. Finally, the 
main process collects the rendering results on all processing cores and then fuse them with Z-buffering to produce 
the final image. 

3.2  Particle rendering based on occlusion culling 

 

 
Fig. 2. A sphere occluded by nine spheres. 

 
Note that a sphere is usually described by its center and radius, that is, the center of a sphere (CoS, for short) 

is naturally a reference point to a sphere. When a sphere is projected onto the screen, we also take the projected 
CoS (PCoS, for short) as a reference point to the projected shape of the sphere. Under the projection transform of 
OpenGL, PCoS has a coordinate (x, y) on the screen as well as a z value in the Z-buffer, which is called the depth 
in the context. The greater the depth, the farther away from the viewpoint. If CoS is on the near (or far) plane of 
the OpenGL view frustum, the z value of PCoS will equal 0 (or 1).  

Let us first consider spheres with the same radius and depth. According to the continuity of the projection 
transform, the spheres projected to adjacent locations on the screen must have very similar projected shape. Since 
the pixels on the screen are discrete, the reference point of a sphere will correspond to a pixel with an integer 
coordinate (i, j), which means its coordinate (x, y) belonging to [i, i+1)×[j, j+1). We call this pixel as the reference 
pixel. Obviously, (x, y) can take any value in the region [i, i+1)×[j, j+1), that is to say, two spheres with the same 
reference pixel are not necessary to coincide with each other on the screen. Thus, to occlude a sphere, we have to 
consider more spheres. Since the region [i, i+1)×[j, j+1) is only 1 in both width and height, we consider the 3×3 
area around the reference pixel on the screen, that is, we use nine spheres whose reference pixels form the 3×3 
area to occlude another sphere whose reference pixel is the central pixel. As shown in Fig. 2, the centers of nine 
green spheres are projected to nine pixels in a 3×3 area, respectively, and the reference pixel of a red sphere is the 
central pixel. It is obvious that the red sphere is occluded by the nine green spheres completely.  
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As an academic base of our algorithm, we have found and proved the theorem as follows:  

Nine circles covering theorem: In the case of equal radiuses, if the centers of nine circles lie in the nine pixels of 
a 3×3 lattice on the screen, respectively, they will cover any circle whose center lies in the central pixel. 

For the sake of conciseness, we place the detailed proof in the appendix. If the parallel projection is used in the 
rendering process, all spheres with equal radiuses are projected to exactly isometric circles on the screen. In the 
case of the perspective projection, the projected shape of a sphere is usually a nearly circular two-dimensional 
convex area, especially when the viewpoint is far away from the near plane of the OpenGL view frustum. Thus, 
for the discretized screen, the occluding relationship between the red sphere and the nine green spheres is tenable 
in most cases, and the rendering error caused by exceptions can usually be ignored. 

Now, Let us look at spheres with different radiuses and depths. It is obvious that a sphere (radius r1 and depth 
d1) can occlude another sphere (radius r2 and depth d2) in the following three cases when their centers and the 
viewpoint are collinear: 

(1) r1 = r2 and d1 < d2; 
(2) r1 > r2 and d1 = d2; 
(3) r1 > r2 and d1 < d2. 

Coupling with the previous occluding relationship, we obtain a nine spheres occluding rule: The nine spheres 
whose reference pixels form a 3×3 square area can occlude a sphere whose reference pixel is the central pixel and 
which is farther away from the viewpoint and has a less radius. 

In the design of the occlusion culling algorithm, we generate an auxiliary grid corresponding to the screen, 
where a cell or a pixel is endued with several properties: an occupancy tag T, the least depth D and the number of 
neighbors N. T is equal to 1 if the center of some drawn particle is projected to the pixel. D denotes the minimum 
value of the depths of the particles whose centers are projected to the pixel. For a pixel, N means the number of 
its neighbors with occupancy tag 1 in the 3×3 neighborhood. It is obvious that N is not greater than 8. In the 
algorithm, T and N are initialized to 0. 

On each processing core, we will first sort the particles according to their depths, and then deal with them 
front-to-back relatively to the viewpoint. In detail, we deal with next particle (of depth d) recursively according to 
the following algorithm: 

(1) If the occupancy tag T of its reference pixel is equal to 0, then we draw the particle, and subsequently set 
T to 1 and D to d for the pixel and increase Ni of the pixel’s eight neighbors by 1, respectively. 

(2) In the case of the occupancy tag T equal to 1: if N = 8 and D ≤ d for the pixel and Di ≤ d for the pixel’s 
eight neighbors, then the particle is occluded and thus does not need to draw; otherwise, we draw the particle and 
update D as min{d, D} for the pixel. 

3.3  Adaptive discretization of particle spheres 

In particle rendering, due to different depths and different radius, the projection shapes of the particle spheres 
are big or small on the screen, or even degrade to a pixel. Note that a particle sphere needs to be discretized before 
being drawn. If a fixed resolution is used to discretize all spheres, it seems too rough for the spheres too close to 
the viewpoint, while it is redundant for the spheres too far from the viewpoint because too many drawing 
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primitives are used. Thus, we adopt different resolutions to discretize particle spheres adaptively according to 
their projection area on the screen. In detail, our algorithm is described as follows: 

(1) Calculate the projection width of a particle sphere on the screen according to the projection transform of 
OpenGL; 

(2) If the projection width is only one pixel, then calculate the front intersection point of the sphere with the 
line of sight, take the line of sight as its normal and accordingly draw the point; 

(3) Otherwise, define a discretized sphere with a suitable resolution according to the projection width and 
send it to the OpenGL drawing pipeline. 

In detail, a sphere will be discretized to a 2k×k structured grid, which contains 2k2 quadrilaterals. The 
vertices of the grid are computed as follows: 

x = x0 + r * sin(ϕ) * cos(θ),  
y = y0 + r * sin(ϕ) * sin(θ),  
z = z0 + r * cos(ϕ), 

where θ = iπ/k, ϕ = jπ/k, i = 0, 1, ..., 2k, j = 0, 1, ..., k, and r and (x0, y0, z0) are the radius and the center of the 
sphere, respectively. It is obvious that the parameter k determines the resolution of the discretized sphere. 

Let us consider the projection width of a sphere of radius r. The projection of its center has the coordinate (x, 
y) and the depth d. Using the inverse transform of the OpenGL projection, one can turn a line segment of a unit 
length on the screen into a line segment in the original physical space and accordingly find out the mapping 
relation of their lengths. For instance, one can apply an OpenGL function gluUnProject() to two points (x-0.5, y, d) 
and (x+0.5, y, d) in the image space, and then compute the distance of the resulting two points in the physical 
space, denoted by L. Then, we know the projection width of the sphere, i.e. W = 2r/L. Once the projection width 
W is known, one can determine the resolution parameter k, for instance, an experiential formula is k = max{W/4, 
3}. 

It is unnecessary to compute the projection width exactly. In fact, it is enough to use a same resolution to 
draw a sphere when it (or its center) moves along a plane parallel to the screen, that is to say, we can consider only 
r and d, ignoring all other factors. As a result, we have a quick estimation method. Denote the center of the screen 
by (cx, cy). Let us consider six points (cx-0.5, cy, 0), (cx+0.5, cy, 0), (cx-0.5, cy, 1), (cx+0.5, cy, 1), (cx-0.5, cy, d) 
and (cx+0.5, cy, d) in the image space, whose corresponding points in the physical space are denoted by A0, B0, A1, 
B1, Ad and Bd, respectively. Using the function gluUnProject(), one can calculate A0, B0, A1 and B1, and then 
obtain the lengths of the line segments A0B0 and A1B1, denoted by L0 and L1, respectively. The viewpoint is 
denoted by V, then VA0AdA1 and VB0BdB1 are just two lines of sight, and the three line segments A0B0, AdBd and 
A1B1 are parallel. So, according to the similarity theorem, we can directly obtain the length of AdBd  

Ld = [(zFar-zd)*L0+(zd-zNear)*L1]/(zFar-zNear), 
where zNear, zFar and zd are the distances from the viewpoint to the near plane, the far plane and the plane of 
depth d, respectively, and according to the OpenGL projection relation,  

zd = 2*zNear*zFar/[zFar+zNear–(2*d-1)*(zFar-zNear)]. 
Finally, we obtain the projection width W(r, d) = 2r/Ld. In this way, W(r, d) can be quickly calculated for all 
particles because zNear, zFar, L0 and L1 are all constants, and the time for calling the function gluUnProject() 
decreases greatly from 2n to 4, where n is the number of the particles.  
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4  Experiments 

The test data is the resulting data from an actual molecular dynamics simulation, as shown in Fig. 3. The 
simulation uses 256 million particles and is running on 32000 processing cores. It reveals the impact structure and 
the dynamic response mechanism of metal materials containing nanoscale holes. After being filtered, 38 million 
particles are output actually. In the test, we run the proposed algorithm on 4, 8, 16 and 24 processing cores, 
respectively, and the experimental results are shown in Fig. 4. We can see from Fig. 4 that the proposed algorithm 
makes full use of the occlusion relationship between a very large number of particles and accordingly achieves a 
significant rendering speedup. Relative to the traditional brute-force sphere rendering method, the speedup ratio of 
our algorithm can reach 29~53. On 24 processing cores, the rendering time of 38 million particles decreases 
greatly from 269 seconds to 9 seconds. 

 
Fig. 3. Geometry rendering of large-scale particles. 
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Fig. 4. Comparison of the rendering times in different parallel scales. 

 
We have made further statistics on the 24 processing cores. We count the total number of particles on each 

core as well as the number of particles that are eliminated due to occlusion, and then calculate the ratio between 
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them. As a result, we draw the map of the elimination ratio of the particles on each core. See Fig. 5. As can be 
seen from the figure, the elimination ratio of the particles on each core is about 78%~92%. We can also calculate 
the total elimination ratio of particles, which is equal to 89%. Obviously, a large number of particles are removed 
due to occlusion and thus do not enter the OpenGL drawing pipeline, so the system load is reduced and the 
rendering efficiency is enhanced. 
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Fig. 5. The elimination ratio of particles on each processing core. 

5  Conclusions 

To address the issues of long time and low efficiency in geometry rendering of large-scale particles, we 
present in this paper a visibility-culling-based parallel adaptive particle rendering algorithm. In the algorithm, we 
get rid of invisible or occluded particles and then draw particle spheres with adaptive resolutions; therefore we can 
reduce OpenGL drawing primitives significantly and accordingly enhance the geometry rendering speed of 
large-scale particles. The experiments show that compared with the traditional method, the proposed algorithm 
can achieve a rendering speedup ratio between 29~53. When parallelly rendering 38 million actual particles on 24 
processing cores, about 89% of the particles are eliminated due to occlusion culling and the rendering time 
decreases greatly from 269 seconds to 9 seconds. 

Appendix: Nine circles covering theorem 

In the section, we will firstly interpret some concepts and symbols. At first, points and pixels on the screen 
have different meanings. After a plane coordinate system is established, any point on the screen can be given by 
its coordinate (x, y), where x and y are real numbers. The screen is discrete in actual rendering and pixel is the 
least unit. A pixel (i, j) is actually a square grid given by [i, i+1)×[j, j+1) , where i and j are integers. A pixel and its 
eight neighbors form a 3×3 lattice, that is, a 3×3 lattice contains 9 pixels {(m, n), m = i-1, i, i+1, n = j-1, j, j+1}. A 
pixel is said to be covered by a circle if its intersection with the circle has an area greater than 0. An object A 
covers an object B on the screen if the set of the pixels covered by A includes all pixels covered by B. ⊙C denotes 
a circle whose center is C. For any two points P1(x1,y1) and P2(x2,y2), several symbols are defined as follows:  

||P1P2|| = 2
21

2
21 )()( yyxx −+− , ||P1P2||x = |x1-x2|, ||P1P2||y = |y1-y2|. 

Because a pixel is a square grid with width 1, any two isometric circles whose centers lie in a same pixel do 
not always coincide with each other, and moreover the sets of the pixels covered by them may be different, that is 
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to say, a circle is not sufficient to cover another one. To cover a circle absolutely, we turn to more vicinal circles. 
As a result, we obtain the following theorem:  

 

Fig. 6. A circle covered by nine vicinal circles on the screen. 
 
Nine circles covering theorem: In the case of equal radiuses, if the centers of nine circles lie in the nine pixels of 
a 3×3 lattice on the screen, respectively, they will cover any circle whose center lies in the central pixel. 

Proof. As shown in Fig. 6, the centers of 9 green circles lie in the 9 pixels of a 3×3 lattice, respectively. 
Corresponding to the 3×3 lattice, the centers of the 9 circles are denoted by C1, C2, … and C9 from top to bottom 
and from left to right. Consider a red circle whose center, denoted by C, lies in the central pixel. All circles have a 
same radius R. We divide the screen into three zones, as shown in Fig. 6. The 3×3 lattice is the central zone, 
colored by yellow. The pixels on its top, bottom, left and right sides make up of the second zone, colored by 
purple. All other pixels are in the third zone, colored by cyan. Each pixel covered by the red circle may lie in one 
of the three zones. Let us consider the zones one by one. 

(1) Yellow zone:  
The yellow zone is the 3×3 lattice, which is obviously covered by the 9 green circles. 
(2) Purple zone (See Fig. 7 for a close view):  
Let us consider a purple pixel that is covered by the red circle. Due to the symmetry, assume without loss of 

generality that the pixel is on the top side of the yellow zone. Since the pixel is covered by ⊙C, there is a point A 
inside the pixel so that ||AC|| < R. Right below the pixel, find the first yellow pixel, which corresponds to ⊙Ck, 
k∈{1,2,3}. Draw a horizontal line across A, and then draw a line perpendicular to it across Ck and at the point B, 
then B is also inside the purple pixel. It is obvious that 

||BCk|| ≤ ||AC||y ≤ ||AC|| < R, 
which means that the purple pixel is covered by ⊙Ck. 

(3) Cyan zone (To save the page, we still draw auxiliary lines for this case in Fig. 7):  
If a cyan pixel is covered by ⊙C, there is a point E inside the pixel so that ||EC|| < R. Without loss of 

generality, the pixel is assumed to be at the top left corner. Draw a horizontal line and a vertical line across E, and 



  
  

10 
 

Technical Report 

then draw perpendicular lines to the two lines from C and C1, respectively. It is obvious that ||EC1||x ≤ ||EC||x and 
||EC1||y ≤ ||EC||y, and as a result ||EC1|| ≤ ||EC|| < R, which means that the cyan pixel is covered by ⊙C1. 

In a word, any pixel covered by ⊙C is covered by one of the nine circles.   � 
 

 
Fig. 7. Two cases of ⊙C covered by the nine circles ⊙C1~C9. 
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