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Summary
Coarsening is a crucial component of algebraic multigrid (AMG) methods for
iteratively solving sparse linear systems arising from scientific and engineering
applications. Its application largely determines the complexity of the AMG iteration
operator. Usually, high operator complexities lead to fast convergence of the AMG
method; however, they require additional memory and as such do not scale as well
in parallel computation. In contrast, although low operator complexities improve
parallel scalability, they often lead to deterioration in convergence. This study
introduces a new type of coarsening strategy called algebraic interface‐based
coarsening that yields a better balance between convergence and complexity for a
class of multi‐scale sparse matrices. Numerical results for various model‐type
problems and a radiation hydrodynamics practical application are provided to show
the effectiveness of the proposed AMG solver.
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1 | INTRODUCTION

Many challenging computational problems in science and
engineering need the solutions of large‐scale sparse linear
systems, that is,

Au ¼ f (1:1)

where A= (aij)n × n ∈R n × n is a sparse matrix with entries aij
and u , f∈Rn are the unknown and right‐side vectors,
respectively. The solver for these linear systems is a
crucial component of simulation codes in diverse realistic
applications and usually dominates the time consumption
of simulations.

Algebraic multigrid (AMG)1–3 is one of the most efficient
methods for iteratively solving linear systems arising from
discretization of partial differential equations. In the past
decades, challenges in real applications have sparked great
wileyonlinelibrary.com/jour
interest in and further development of AMG methods. Many
algorithm and theory variants have been developed to handle
various problems (e.g.,4–27). In particular, parallel algorithm
designs and implementations of AMG have received consid-
erable attention in the past 15 years as a means of scaling up
to massively parallel machines, see, for example.28–47 Over-
all, AMG plays an increasingly important role in large‐scale
simulation for practical applications.23,48–54

The operator complexity (Cop) is a key performance
measure for AMG methods. It is used as an important indica-
tor of the computational cost of each iteration and storage
requirements and is defined as follows:

Cop ¼
∑l A

l
�� ��
A0
�� �� ; (1:2)

where Al denotes a matrix of level l and |Al| denotes the num-
ber of nonzero entries in Al. A0=A is the matrix of the finest
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level (l = 0). The coarse‐level matrix Al (l >0) usually comes
from an application of the Galerkin approach (see Section 2).

For large‐scale computations on modern supercomputers,
both low operator complexity and fast convergence are
required. The classical AMG methods3,32,39 are designed
for fast convergence; however, they often lead to higher
operator complexity, which is not suitable for large‐scale
parallel computing owing to expensive memory requirements
and communication overheads, especially in 3D problems
(for more discussion of the complexity issue, refer to33 for
details). A better balance between parallelism and conver-
gence is observed in the design of components for the AMG
method. One of the main pathways to scalable parallel
performance is the development of low complexity
coarsening strategies. De Sterck et al. introduced the parallel
modified independent set (PMIS)‐like coarsening strategy33

based on a parallel independent set algorithm.55 This strategy
leads to significantly lower complexities as well as signifi-
cantly improved parallel scalability. The idea was further
developed by Alber and Olson.29 The complexity issue was
also considered by Falgout and Schroder in their recent
work.35 Their approach reduced complexity by constructing
a non‐Galerkin coarse matrix based on truncating coarse
grid stencils algebraically. Although such low complexity
strategies improve parallel scalability, their convergence
deteriorates severely in application to complicated problems,
such as those involving highly discontinuous material or
multi‐material properties.

The work presented in this paper was motivated by the
observation that linear systems arising from many compli-
cated problems share a common feature, which we call the
multi‐scale property. A matrix is defined as having the
multi‐scale property if its off‐diagonal entries span several
orders of magnitude; otherwise, it is defined as single scale.
For example, the matrices discretizing the Laplace equations
on a uniform mesh are usually single scale, whereas the
matrices discretizing Poisson‐like equations with strong dis-
continuous or anisotropic coefficients are usually multi‐scale.
The AMG methods are efficient in solving single‐scale matri-
ces even if low complexity coarsening strategies are used;
this suggests that, for low complexity strategies, the multi‐
scale property causes the deterioration in convergence.

Based on the above observation, this paper introduces the
concept of algebraic interface (AI) to delineate the multi‐
scale property of sparse matrices. AI defines a set of points
to refer to a matrix row block that isolates two or more
single‐scale row blocks. In this manner, it partitions the rows
of a sparse matrix into many individual blocks, each of which
is locally single scale. Based on the concept of AI, this paper
further develops a new coarsening strategy for selecting
coarse points. The new strategy consists of two stages: first,
coarse points are selected from within the AI set using a novel
coarsening strategy of low complexity; then, the traditional
low complexity coarsening strategy is used within each local
single‐scale block. This new coarsening method improves the
convergence of solving multi‐scale sparse matrices while
preserving low complexity.

Interpolation is another important component that
impacts on the trade‐off between complexity and conver-
gence. More robust (and sophisticated) interpolation
operators, such as multi‐pass,23 distance‐two,34 long‐range,27

and energy‐minimization,21 are typically used to improve
the convergence at low complexity. In this paper, we do not
address interpolation in detail, but rather use the
classical modified interpolation,39 which is the default
option in many applications.56 For the improved interpola-
tions, a brief discussion is given in Section 5.1.6. Thus,
we mainly focus on coarsening strategies in the remainder
of this paper.

This paper is organized as follows: Section 2 introduces
the basic notation and criteria of the traditional AMGmethod.
Section 3 characterizes the multi‐scale property and intro-
duces the concept of AI. Section 4 presents our new coarsen-
ing strategy and AMG algorithm based on AI. In Section 5,
numerical results are discussed in order to demonstrate the
effectiveness of the proposed algorithm in application to
large‐scale radiation hydrodynamics (RHD) simulation.
Section 6 concludes this paper.
2 | AMG BASIC NOTATION AND
COARSENING CRITERIA

Consider the problem of solving the linear system (1.1). For
convenience, the grid is denoted as the set of the unknown
variable indices by Ω = {1, 2, ..., n}. Taking a two‐level
case as an example, let Ωc be the set of grid points on the
coarse level. The AMG then solves the linear system (1.1)
iteratively as follows:

1. Perform pre‐smoothing steps on Au= f.

2. Coarse‐grid correction:
2.1. Compute and restrict residual: rc=R(f−Au).

2.2. Solve the residual equation on coarse level: Acec= rc.

2.3. Interpolation and correction: u←u+Pec.

3. Perform post‐smoothing steps on Au= f.

where R :Ω→Ωc,P :Ωc→Ω are transfer operators between
the coarse and fine levels. In Step 2.2, a coarse‐level system
on Ωc must be solved; to do this, the coarser operator Ac is
usually constructed using the Galerkin method, which
performs a tri‐matrix multiplication, Ac=RAP. In the pre‐
or post‐smoothing process, plain Jacobi/Gauss–Seidel or
hybrid26 relaxation can be used.

In practice, a multi‐level method is typically applied
by recursively performing the above iterative procedure
(solve phase). Before the iteration begins the solve phase,
the coarse levels are constructed recursively via a coarsening
process in a setup phase. In classical AMG, the coarsening



FIGURE 1 2D five‐point matrix stencil values for Problems 1 (left) and 2
(right)
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process constructs coarse levels by selecting a subset of
grid‐points (C‐points) Ωc from the fine level. As a result,
coarsening actually leads to a C/F‐splitting, Ω=Ωc∪Ωf,
where Ωf is the fine‐points (F‐points) set. In traditional
strategies, the key idea of selecting C‐points is called
strength of connection, which measures the relative size
of the matrix entries. A point i strongly depends on point
j (or j strongly influences i) if

aij
�� ��≥ θc⋅maxk≠ijaikj; (2:1)

where 0< θc≤ 1 is the strength threshold. The choice of θc
is usually empirical, and it is typically set as 0.25.3,39,47

Using the concept of connection strength, traditional
coarsening is based on a heuristic observation that the
resulting smooth error changes slowly along the strong
connection. As a result, the following criterion for selecting
C‐points3 is derived:

(C1) For each point j that strongly influences an F‐point i,
j is either a C‐point, or an F‐point strongly depending on a
C‐point k that also strongly influences i.

Criterion (C1) guarantees that two strongly connected
F‐points depend on at least one common C‐point. By
selecting an additional common C‐point, (C1) achieves fast
convergence. However, (C1) may lead to higher operator
complexities and thus decrease the overall performance.
Some large‐scale problems, especially in 3D, usually require
a large number of levels. As the number of levels increases,
the coarse matrices become increasingly dense, causing the
storage and the communication overhead to grow. Although
techniques such as interpolation truncation can be quite
effective in decreasing the complexities of some problems,
De Sterck et al.33 concluded that (C1) is a too strong require-
ment for 3D problems that results in prohibitive complexity
growth. They correspondingly suggested more aggressive
coarsening to reduce the complexity using an alternative
criterion, (C2):42

(C2) Each F‐point i needs to strongly depend on at least
one C‐point.

Based on criterion (C2), a coarsening strategy called
PMIS is introduced in.33 PMIS and its variant, hybrid
modified independent set (HMIS), have the property of low
complexity and are recommended as the “best practice”
parameters for the AMG solver35 used in hypre software.56

For convenience, we say that a coarsening strategy is of
high‐complexity type (HC‐type) if criterion (C1) is used,
whereas it is of low‐complexity type (LC‐type) if (C2) is used.
Most of the existing coarsening strategies can be classified as
either HC‐ or LC‐type. For example, strategies such as Ruge–
Stueben (RS),3 Cleary–Luby–Jones–Plassman (CLJP),32

Falgout,39 Relax‐RS, and Relax‐CLJP43 belong to HC‐type
coarsening, whereas the RS0 (RS with first pass only),3

aggressive strategy,23 and strategies based on PMIS/HMIS,33

PMIS‐c1, or PMIS‐c229 belong to LC‐type coarsening.
3 | MULTI ‐SCALE MATRICES AND
ALGEBRAIC INTERFACE

Although LC‐type coarsening improves parallel scalability, it
has poor convergence in some complicated problems. A
typical example is Poisson‐like equations with non‐smooth
coefficients, that is, anisotropic, highly oscillatory, or
discontinuous coefficients. Various techniques based on the
geometric multigrid method are available for handling the
non‐smooth coefficients; for example, see.57–63 However,
these techniques, including the special components of
interpolation, smoothing, or coarsening, require underlying
geometric information, which is usually not available for the
“black‐box”AMG method. In AMG, the geometric informa-
tion of the coefficients can only be explored implicitly via
purely algebraic information such as the relative magnitudes
of the matrix entries. In the case of Poisson‐like equations,
if the coefficients are non‐smooth, the underlying matrices
have the following feature; the off‐diagonal entries span
several orders of magnitudes, and the gap between orders
increases as the coefficients become rougher. We refer to
this feature as the multi‐scale property of the matrices. More
precisely, we introduce the definition of a multi‐scale matrix
as follows:

Definition 1. A matrix A= (aij)n × n∈ℝ n × n is a multi‐scale
matrix if there exists a point i that satisfies

minj≠i aij
�� ��<θc⋅maxj≠i aij

�� �� (3:1)

where θc is a threshold of the strength of connection defined
in (2.1). Otherwise, A is a single‐scale matrix.

Some concrete examples of multi‐scale matrices are
given in Section 3.2 to illustrate Definition 1: see Figures 1
and 2. In real applications, multi‐scale matrices arise not
only from non‐smooth coefficients but also from various
characteristics of complicated problems, such as severely
deformed meshes, adaptive meshes, high‐order discretization
schemes, nonlinear coefficients, and multi‐physics coupling
problems.

3.1 | Algebraic interface

In order to further characterize multi‐scale matrices, we intro-
duce the following notations.

• Ni={j∈Ω|aij ≠ 0, j≠ i} denotes the set of neighbors of
point i.



FIGURE 2 2D five‐point matrix stencil values of
three neighboring cells for Problem 3, where (i,j)
is located at the upper‐left corner of the box
[1/4, 3/4]2
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• Si={j∈Ni|| aij|≥ θc ⋅maxk≠ i| aik| } denotes the set of
strong dependences of point i.

• STi ¼ j∈Ni i∈Sj
��� �

denotes the set of strong influences of
point i.

• Wi={j∈Ni|j∉ Si} denotes the set of weak dependences
of point i.

• WT
i ¼ j∈Ni i∈Wj

��� �
denotes the set of weak influences of

point i.

With these notations, we can put forth the following
proposition:

Proposition 1. A matrix is a multi‐scale matrix if and only if
there exists at least one point i whose weak dependence set is
not empty, that is,Wi≠ϕ. Otherwise, ifWi=ϕ for any point i,
the matrix is a single‐scale matrix.

Proposition 1 implies that the connections of weak depen-
dence lead to the multi‐scale property of a matrix. Particu-
larly, we say a point i is a multi‐scale point (MS‐point) if its
weak dependence set is not empty, that is, Wi≠ϕ. The MS‐
points set of a matrix is denoted by

ΩMS ¼ i∈ΩjWi≠ϕgf (3:2)
For an MS‐point i∈ΩMS, its neighbors have the follow-
ing strong/weak splitting (S/W‐splitting):

Ni ¼ Si∪Wi (3:3)

and the weak dependence set Wi can be further split into
two parts:

Wi ¼ Wi∩STi
� �

∪ Wi∩WT
i

� �
(3:4)

where Wi∩STi and Wi∩WT
i represent the sets of weak–strong

and weak–weak connections, respectively. The points in the
sets of Wi∩STi consist of those points that weakly influence
while strongly depending on point i. However, the points in
the sets of Wi∩WT

i and point i weakly influence or weakly
depend on each other. If we ignore the weak–weak connec-
tions, the weak–strong connections would dominate the weak
dependences of point i. Based on this observation, the MS‐
points that have weak–strong connections can be clustered
into a special set. More precisely, we introduce the concept
of algebraic interface (AI), which is defined as follows:

Definition 2. Given a multi‐scale matrix, its algebraic inter-
face (AI) ΩAI is defined to be the ensemble of all MS‐points
whose weak–strong connections set is nonempty, that is,
ΩAI ¼ i∈ΩMSjWi∩STi ≠ϕg
�

(3:5)
The AI divides the grid Ω into well‐separated groups, the
connections in which are either strong–strong or weak–weak,
that is, all connections in a group are equivalent. We call such
a separated group an essential single‐scale (ESS) patch.
Therefore, the grid Ω can be divided into two parts: the AI‐
part ΩAI and the ESS‐part ΩESS=Ω−ΩAI, where ΩESS is
the combination of all ESS patches. Consequently, we derive
the following AI‐splitting:

Ω ¼ ΩAI∪ΩESS (3:6)

If a multi‐scale matrix has no AI points, we call it an ESS
matrix. All connections in an ESS matrix are equivalent in
strength.

AI‐splitting implies that the AI‐points violate the ESS
property of a matrix. From a purely algebraic perspective,
AI is exactly like an “interface” in the sense that it breaks
the equivalence in the connections and thus can be regarded
as a key feature that characterizes a multi‐scale matrix.

3.2 | Illustration of a multi‐scale matrix and algebraic
interface

In this subsection, we illustrate the AI of matrices with the
multi‐scale property and show how the AI impacts the
convergence of AMG. Consider the following Poisson‐like
equation with a Dirichlet boundary condition:

∇⋅ κ∇uð Þ ¼ f ; (3:7)

where κ is the diffusion coefficient. Five different coeffi-
cients (Problems 1–5) on a unit square (2D) and a unit cube
(3D) are considered (see Table A1). In the random case
Problem 5, 0≤ r≤ 1 is a random function.

Because we discretize Equation (3.7) using the finite
volume method on a uniform rectangular mesh, the properties
of the coefficients determine the multi‐scale properties of the
corresponding matrices. As coefficient κ is defined on cell
centers, we need to define κ on edges (2D) or faces (3D)
for the discretization stencil of diffusion. Here, we average
κ onto edges/faces using two neighboring κ via harmonious
averaging as (2κlκr)/(κl+ κr), where κl and κr are coefficients
on two neighboring cells. This results in 2D five‐point and
3D seven‐point stencils, respectively.

In the 2D case, the five‐point matrix stencil values for
Problems 1 and 2 are given in Figure 1. Following Definition
1 in (3.1), we see that Problem 1 is a single‐scale case with no
MS‐point and Problem 2 is a multi‐scale case, as all points
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are MS‐points (w.r.t θc = 0.25, for example). According to
Definition 2 in (3.5), however, Problem 2 is also essentially
a single‐scale case as it has no AI‐points.

The matrix stencil values for Problems 3–5 are not as
regular as those for Problems 1 and 2. Taking 2D Problem
3 as an example, the coefficient has a jump along the bound-
ary of box [1/4, 3/4]2. Consider cell (i,j) located at the upper‐
left corner of the box. The matrix stencil values of this cell
and its two neighboring cells are given in Figure 2. For
θc = 0.25, for example, we see that points (i,j) and (i + 1,j)
are MS‐points, whereas point (i − 1,j) is not. Furthermore,
(i,j) is also an AI‐point, as (i − 1,j) belongs to its weak–strong
connections set.

For the strength threshold θc = 0.25, Table A2 gives the
number of MS‐ and AI‐points at mesh sizes 642 (2D) and
643 (3D). It is seen that there is no MS‐ or AI‐point in Prob-
lem 1, which is exactly a single‐scale case. For the aniso-
tropic case Problem 2, all points are MS‐points, whereas
the corresponding matrix is essentially single‐scale as there
is no AI. Problems 3–5 are typical multi‐scale cases.

Taking the 2D case as an example, Figure 3 illustrates the
distributions of AI‐points in Problems 3–5. For the
discontinuous jump case Problem 3, the AI is exactly the
same as the geometric interface, that is, it reconstructs the
jump location of the coefficient. In Problem 4, in which there
appears to be many geometric interfaces according to differ-
ent jumps, the AI exactly reconstructs the geometric interface
corresponding to a given strength threshold θc. In Problem 5,
however, there is no explicit geometric interface.

Using LC‐type PMIS coarsening and classical modified
interpolation, both parameters are used in.33 Table A3 shows
the numbers of iterations and the operator complexities of
Problems 1−5. The residual tolerance of convergence is
chosen to be tol = 10−8. In the 2D case, a two‐level iteration
is performed. For the 3D case, the results for AMG are used
as a preconditoner for GMRES (10) with one V(1,1)‐cycle
also given (AMG‐GRMES (10)).

Table A3 shows that the complexities are small in both
2D and 3D. In contrast with the (essential) single‐scale cases
FIGURE 3 Distributions of AI‐points for Problems 3–5, mesh size = 64 × 64 in
points. Right: Problem 5 with 1,712 AI‐points. The coloring represents the size o
Problems 1 and 2, the number of iterations in the multi‐scale
cases increases significantly, especially in the 3D cases, even
for the case AMG‐GMRES (10). This indicates that the
convergence of the LC‐type coarsening strategy for multi‐
scale matrices is strongly related to the AI.

As illustrated in Figure 3, the AI can partially capture the
geometric interface in some special cases; however, the
former is a pure algebraic concept and is independent of
geometric information and thus is inherently different from
the geometry interfaces considered in 57,60,63.
4 | ALGEBRAIC INTERFACE ‐BASED
COARSENING

Our aim is to design an effective AMG method that is (a) as
insensitive as possible to the multi‐scale property and (b) of
low operator complexity. The main idea in our approach is
the customized design of a coarsening strategy using the
AI. Our approach is called the AI‐prior coarsening
algorithm.

4.1 | AI‐prior coarsening

Our key observation is that the AI‐points are more “impor-
tant” than others and should be given a high priority in
the coarsening process. Based on the AI‐splitting process,
that is, (3.6), AI‐prior coarsening is composed of two steps:
the AI‐step and the ESS‐step. In the AI‐step, C‐points are
selected from AI for an initial coarsening. Special strategies
are required to do this. In the ESS‐step, traditional LC‐type
coarsening can be used to select C‐points from the ESS‐
part. Here, we focus on the AI‐step and first introduce a
new metric.

In traditional coarsening strategies, the C‐points are
selected by their “importance.” The importance of a point k
is measured by its influence value v(k), which is defined as
the size of the influence set of point k:3

v kð Þ ¼ SΤk j
�� (4:1)
2D. Left: Problem 3 with 124 AI‐points. Middle: Problem 4 with 1,370 AI‐
f the AI‐influence value, which is defined in (4.2) in the next section
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A larger influence value corresponds to a higher priority
for the point to be selected as a C‐point. For an AI‐point
k∈ΩAI, we introduce the AI‐influence value vAI(k), which is
defined as follows:

vAI kð Þ ¼ STk ∩Wk
�� ��

STk ∩Wk
�� ��þ Skj j (4:2)

The AI‐influence value 0≤ vAI(k)≤ 1 reflects the influ-
ence of an AI‐point k on the ESS‐part. It can be used to mea-
sure the “importance” of AI‐points. In the AI‐step, we use the
AI‐influence value vAI(k) instead of the influence value v(k)
to select the C‐points from AI.

Based on the AI‐influence value, Algorithm 1 describes
the AI‐prior coarsening process.

Algorithm 1. (AI‐prior coarsening). For a given grid Ω on
level l, a coarse gridΩc is constructed using the following steps:

1. Perform AI‐splitting (3.6): Ω=ΩAI∪ΩESS;

2. (AI‐step) Perform LC‐type coarsening to select C‐points
from AI‐part based on the AI‐influence value in (4.2):
ΩAI ¼ Ωc

AI∪Ω
f
AI ;

3. (ESS‐step) UseΩc
AI as the initial set of C‐points, perform

LC‐type coarsening algorithm to select C‐points from
ESS‐part based on the influence value (4.1):
ΩESS ¼ Ωc

ESS∪Ω
f
ESS;

4. Ωc ¼ Ωc
ESS∪Ω

c
AI ;

The main feature of AI‐prior coarsening is the introduc-
tion of AI‐splitting and the AI‐step. AI‐splitting reveals the
key feature of multi‐scale matrices, whereas the AI‐step
selects C‐points based on the newly introduced metric AI‐
influence value (4.2) with the intention of resolving the AI.
In the ESS‐step, we use the coarsening result in AI‐step Ωc

AI

as the initial set of C‐points to be fed into the chosen LC‐type
coarsening algorithm.
Remark 1. A modified version of the influence value was
introduced in32 with v kð Þ ¼ SΤk j þ σ ið Þ�� , where 0<σ(i) < 1
is a random number. The random number is used to distin-
guish points with the same influence value for natural paral-
lelism. It is also used in PMIS‐like strategies.33 Similarly, the
random number can be introduced in the AI‐influence value
(4.2) in a similar way.

Remark 2. The AI‐points with locally maximal AI‐influence
value, that is, those AI‐points whose AI‐influence values are
larger than those of their neighbors, can be viewed as the
“corners” of the AI. As the AI‐prior coarsening strategy
preserves the “corners,” the “shape” of the interface is
preserved. In this sense, the AI‐prior coarsening strategy
can be considered a generalization of the strategy of
interface‐preserving coarsening for elliptic equations with
highly discontinuous coefficients proposed by Wan.63 In
the case of a discontinuous coefficient, such as Problem 3
from Section 3.2, the AI is exactly the same as the geomet-
ric interface, and therefore, these two strategies are essen-
tially identical. Wan’s strategy requires knowledge of the
locations of the geometric interface, whereas our approach
does not.

Remark 3. In general, using different LC‐type coarsening

algorithms in the AI‐ and ESS‐step is possible. For example,
PMIS can be used for the AI‐step and HMIS for the ESS‐
step. Because the main idea of the new strategy is selecting
C‐points from the AI set first, using the same LC‐type coars-
ening algorithm in both steps means that we can define a new
influence value function such that the value of the points in
the AI set is larger than that of the ESS set, in which case
the strategy in Algorithm 1 reduces to the chosen LC‐type
coarsening algorithm with a difference in influence value
and only requires one coarsening step to reveal the key
features of multi‐scale matrices. A possible influence value
function can be defined as follows:

v kð Þ ¼

STk
�� ��; k∈ΩESS

δ STk ∩Wk
�� ��

STk ∩Wk
�� ��þ Skj j; k∈ΩAI :

8>>><
>>>:

(4:3)

where δ is a sufficiently large number to guarantee that the
value of the points in the AI set is larger than the points in
the ESS set: for example, δ=108.

4.2 | Quality measurement for AI coarsening

Finally, we introduce AI‐complexity to measure the multi‐
scale complexity and an AI‐coarsening‐ratio to measure the
coarsening quality on the AI:

• AI‐complexity: CAI ¼
∑l Ω

l
AI

�� ��� � (4:4)

∑l Ω

l� �

• AI‐coarsening‐ratio:

RCAI ¼
∑l Ω

l;c
AI

��� ���
∑l Ω

l
AI

�� �� (4:5)

l;c
��
where ΩAI j� denotes the number of C‐points that are on the AI

of level l and ∑l denotes the sum counted along the
hierarchical operators from the finest to the coarsest levels.
Higher AI‐complexity indicates a higher multi‐scale com-
plexity for the AMG iteration operator. The AI‐coarsening
ratio reflects the accuracy of resolving AI during the
coarsening process and can be used to measure the
coarsening quality on AI. For a single level, we also
introduce a metric AI‐ratio to measure the ratio of the number
of AI‐points to the total number of points, which is defined as
rlAI ¼ Ωl

AI j= Ωlj���� on level l.
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5 | NUMERICAL TESTS

In this section, several test problems, including both the com-
monly used model problems and real‐world applications, are
used to demonstrate the efficiency of our AI‐based coarsening
strategy. All results were obtained on a massively parallel
machine with 512 nodes and an InfiniBand interconnect, with
each node containing dual 2.93‐GHz Intel Xeon processors
and 48GB ofmemory, and each processor containing six cores.

We denote the AMG methods based on AI‐prior coarsen-
ing strategies as AI‐AMG and the classical AMG methods
based on traditional coarsening strategies as C‐AMG.

The same set of parameters is used in both methods,
except for the AI‐prior coarsening strategy used in AI‐AMG.
The key parameters are given as follows:

• Smoothing: hybrid symmetric Gauss–Seidel relaxation.26

• LC‐type coarsening: PMIS strategy.33

• Interpolation operator: classical modified interpolation;33

• Threshold of the strength of connection: θc = 0.25.

The above parameters set can be regarded as a modified
version of the “best practices” parallel AMG parameters set
recommended by the hypre software56 developers in.35 In
hypre’s “best practices” parameters set, HMIS33 and extended
classical modified interpolation with a truncation strategy34

are recommended for coarsening and interpolating, respec-
tively. HMIS is a variation of PMIS representing an attempt
to improve performance for problems with a regular mesh
structure. However, HMIS is not especially advantageous for
unstructured problems (see33) or for the multi‐scale problems
that are of particular concern in this paper. Furthermore,
HMIS usually has higher operator complexities than PMIS
coarsening, as shown in.33 Although extended classical
modified interpolation may perform with better convergence
than classical modified interpolation, its operator complexity
also increases, as increasing the range of interpolation may
result in stencil growth owing to the RAP Galerkin
operator,34 and some truncation strategy is required for such
interpolations to achieve better balance between convergence
and parallel scalability. To be clearer, the results that combined
with an extended classical modified interpolation and its
truncation version were given in Section 5.1.6. The discussion
on the improved interpolation formulas in more detail are
beyond the scope of this paper and will be considered in a
future study.

Both AI‐AMG and C‐AMG are used as preconditioners
for GMRES with one V(1,1) cycle. In the assessments, we
consider the following performance measures:

• Cop: operator complexity.

• Nits: number of iterations.

• Ttotal, Tsetup, and Tsolve: CPU time (in seconds) of total,
setup phase, and solve phase, respectively.
The AI measures of the matrix used in the test results are
as follows:

• CAI: AI‐complexity.

• RCAI: AI‐coarsening‐ratio.

The symbols “C” and “AI” in the tables or figures for all
test results denote C‐AMG and AI‐AMG preconditioned
GMRES, respectively.

5.1 | 3D Poisson‐like equations

The first set of test problems were 3D Poisson‐like equations,
that is, (3.7). The right‐hand function was f = 1, and seven‐
point finite volume discretization on a uniform mesh, as
described in Section 3.2, was used. We tested the algorithmic
scaling for various coefficients, fixing the problem size per
core while increasing the number of cores from 1 to 4,096
in all tests.

For the tests in this subsection, the dimension of Krylov
subspace was set to kdim = 20. Except for special statement,
the residual tolerance is chosen to be tol = 10−8, that is, reduc-
ing the two‐norm of the residual by eight orders of magnitude.

5.1.1 | Constant coefficients (Laplacian equation)

We set the coefficient to κ = 1 and fixed the problem size per
core to 64 × 64 × 64. The results are given in Table A4.
Improvement in efficiency was not expected in this case
because the matrix was single scale. However, the AI‐
complexities are seen to be CAI >0, as shown in Table A4,
which implies that AI‐points appear on the coarse levels even
though there are no AI‐points on the finest level. As the
AI‐coarsening‐ratio RCAI of AI‐AMG (~35%) is larger than
that of C‐AMG (~23%), AI‐AMG has a higher coarsening
quality on coarse levels when the matrices are multi‐scale.
Thus, a slight improvement in AI‐AMG compared with
C‐AMG is observed in terms of number of iterations. On the
other hand, the operator complexities Cop of AI‐AMG are
slightly larger than those of C‐AMG. There is no reduction
in the CPU time when the number of CPU cores increases
from 1 to 512, whereas, on 4,096 cores, the CPU time of
AI‐AMG is reduced by nearly 10% because the number of
iterations decreases by nearly 15% compared to C‐AMG.
Although the operator complexities increase in AI‐AMG, they
are still of low complexity (<2.8) in all cases.

5.1.2 | Anisotropic coefficients

This case was the 3D anisotropic problem given in Table A1
(Problem 2). The results are shown in Table A5 with a fixed
problem size per core of 64 × 64 × 64. First, we observe that
the numbers of iterations for both methods are less than in the
constant coefficient case as the problem size increases.
Although the matrices are multi‐scale, they are essentially
single‐scale because there are no AI‐points (see Table A2).
In this sense, the anisotropic problem is equivalent to the
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Laplacian equation discussed in Section 5.1.1, and the
scaling behavior of performance (in terms of operator com-
plexities, iterations, CPU time, and AI‐related information)
is also similar. Again, the operator complexities of AI‐AMG
are slightly higher than those of C‐AMG, but they remain
low (≤2.7). Similar to the constant coefficient case, AI‐points
appear on the coarse levels with small AI‐complexities CAI

(<0.2), and the AI coarsening ratiosRCAI of AI‐AMG are larger
than those of C‐AMG, which explains the improvements in
terms of iteration number. In terms of CPU time, AI‐AMG is
not more efficient for problems of size ranging from 1 to 8
cores; in the problems ranging from 64 to 4,096 cores; how-
ever, the CPU time of AI‐AMG is 10–19% less than C‐AMG.

5.1.3 | Sine‐type varying coefficients

In this subsection, we test the varying coefficients that are
subject to the following sine‐type function:

κ ¼ 100 sin
nxπ
16

x−
1
2nx

� �� �
⋅ sin

nyπ
16

y−
1
2ny

� �� �
⋅ sin

nzπ
16

z−
1
2nz

� �� �����
����þ 1:0

where nx, ny, and nz are the mesh size along the x, y, and z
directions, respectively. In this case, the multi‐scale property
of the resulting matrices stems from the abrupt changing near
the points (x*, y*, z*):

x� ¼ 1
2nx

þ i
nx

; y� ¼ 1
2ny

þ j
ny

; z� ¼ 1
2nz

þ k
nz

i ¼ 0; :::; nx−1; j ¼ 0; :::; ny−1; k ¼ 0; :::; nz−1:
� �
We fixed the problem size per core to 64 × 64 × 64. The

results are given in Table A6. In this case, the AI‐ratio of the
finest matrices is approximately 4% on average, which means
that a weak degree of the multi‐scale property is present. The
results in Table A6 show that the AI‐complexities in this case
increase slightly compared with the previous constant and
anisotropic coefficient cases because this problem is more
difficult to solve. Again, AI‐AMG shows a better coarsening
quality on AI (by checking RCAI) and outperforms C‐AMG in
terms of scalability. On 4,096 cores, the number of iterations
and the CPU time of AI‐AMG are reduced by nearly 18% and
15%, respectively, as compared with C‐AMG.

5.1.4 | Discontinuous coefficients

In this subsection, we test problems with discontinuous
coefficients, which typically occur with multi‐scale matrices
in real applications. Here, we consider three problems.

5.1.4.1 | One‐jump case

In the one‐jump case, we set κ = 1,000 on cube (0.25, 0.75)3

and κ = 1 elsewhere. The results of both methods with a fixed
problem size per core of 64 × 64 × 64 are given in Table A7.

In this case, AI points appear only around the discontinu-
ous line, that is, the boundary of the cube (0.25, 0.75)3 (see
the leftmost plot in Figure 3). Taking the problem size for
one core as an example, the AI‐ratio of the finest matrices
is about 2% and decreases as the problem size increases.
Actually, as shown in Table A7, the AI‐complexity of this
case is close to that of the constant and anisotropic cases.
However, the scalability of C‐AMG degenerates significantly
as problem size increases. AI‐AMG, by contrast, performs
much better in terms of both iteration and CPU time because
it has a better coarsening quality on AI (larger RCAI).
Significant improvement is achieved for the large‐scale prob-
lems on 512 and 4,096 cores: for the former, the number of
iterations of AI‐AMG is 31.2% smaller than C‐AMG and
the CPU time is reduced by nearly 23.5%. For problems on
4,096 cores, the number of iterations of AI‐AMG is 59%
smaller than C‐AMG, which leads to an improvement in
terms of CPU time by a factor of nearly 2.2. It should be
noted that for the problem on 4,096 cores, we used accelera-
tor GMRES (30) instead of the default setting GMRES (20),
which failed to converge in this large‐scale problem.

5.1.4.2 | Three‐jump case

The second problem is a three‐jump case, which is also used
as a testing problem in 33 (see section 5.4 in 33). In this case,
κ = 1,000 on cube (0.1, 0.9)3, κ = 0.01 on (0, 0.1)3 and on the
other cubes of size 0.1 × 0.1 × 0.1 located at the corners of
the unit cube, and κ = 1 elsewhere. This three‐jump case is
more difficult than the previous one‐jump problem. Here,
we fixed the problem size to 60 × 60 × 60 per core. The
results are given in Table A8.

The AI‐ratio of the finest matrices is nearly 6% for the
problem size of one core, which is larger than that in the
one‐jump case (2%). The scalability of C‐AMG degenerates
significantly as the problem size increases. The AI‐complex-
ities in this case are slightly larger than those of the one‐jump
case. Similarly, on average the coarsening quality of AI‐
AMG with RCAI = 34% is much better than that of C‐AMG
with RCAI = 24%. It can be concluded that AI‐AMG signifi-
cantly improves the convergence, especially for large
problem sizes. In the cases of 512 and 4,096 cores, AI‐AMG
reduces the number of iterations by 41.2% and 49%, respec-
tively, as compared with C‐AMG, and it reduces the CPU
time compared with C‐AMG by 35.8% and 43.6%, respec-
tively. In this problem, GMRES (40) was used instead of
GMRES (20) for the problem size on 4,096 cores owing to
the failure of convergence of C‐AMG.

5.1.4.3 | Random jump case

The third problem utilizes a random coefficient κ=10δ ⋅ r(x, y, z),
where 0≤ r(x, y, z)≤ 1 is a random function and δ≥ 1 is the
maximum jump order of magnitude. In this case, the coeffi-
cient jumps randomly and the AI‐points distribute randomly
over the domain. See Figure 1 for a 2D example with δ = 2.

We fixed the problem size per core to 64 × 64 × 64. The
results are given in Table A9 (δ = 2) and in Table A10
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(δ = 3). Although the AI‐complexity for δ = 2 is much higher
than in the previous cases, the scalability deterioration is not
as serious as in the one‐ or three‐jump cases. AI‐AMG pro-
duces slightly better AI coarsening quality than C‐AMG as
well as a significant improvement in both convergence and
CPU time. For problem sizes of 8, 64, 512, and 4,096 cores,
AI‐AMG reduces the number of iterations by 13.7%, 25%,
40%, and 49.6%, respectively, compared with C‐AMG, and
achieves 12.6%, 23.3%, 37.2%, and 43.9% reduction, respec-
tively, in total CPU time.

The results in Table A10 show that it is more difficult to
solve the problem for δ = 3 than for δ = 2 because it has
larger jumps and larger AI‐complexities. The coarsening
quality on AI of AI‐AMG is better than that of C‐AMG,
and AI‐AMG demonstrates better scalability. As the core
numbers increase from 8 to 64, 512, and 4,096, AI‐AMG
reduces the number of iterations by 18.7%, 39%, 51.3%,
and 53.5%, respectively, relative to C‐AMG, and CPU time
by 18.4%, 37.4%, 48.8%, and 49.3%, respectively, owing to
the former’s significant improvement in convergence and
retained low operator complexity. Again, for a problem size
of 4,096 cores, accelerator GMRES (30) was used instead
of GMRES (20) owing to the failure of convergence of
C‐AMG.

5.1.4.4 | Cases of C‐AMG failure in convergence

For the various discontinuous problems given above, it was
noted that GMRES with kdim = 30 or 40 is generally
required to implement a large‐scale problem on 4,096 cores
(the random coefficient case with δ = 2 is an exception).
In particular, Table A11 lists some cases in which C‐AMG
fails in convergence with smaller kdim (within a maximum
of 1,000 iterations), whereas AI‐AMG converges success-
fully. This shows that AI‐AMG is more robust with respect
to kdim.

5.1.5 | Summary for Poisson‐like equations
We briefly summarize the conclusions derived from the tests
on Poisson‐like equations discussed in this subsection:
a. For all cases we tested, with increasing problem size
AI‐AMG retained low operator complexity and showed
better scalability than C‐AMG. An unexpected improve-
ment was achieved for constant and anisotropic
problems for which the matrices are essentially single
scale. In both cases, AI‐AMG showed better conver-
gence. For problems with varying and discontinuous
coefficients, the matrices are naturally multi‐scale and
AI‐AMG had significantly better scalability than
C‐AMG.

b. AI‐AMG showed more robustness for coefficients
varying from constant to random. Taking the problem
sizes of 1 and 4,096 cores as examples, Table A12
summarizes the iteration numbers for all test cases. For
the problem size of one core, the improvement was
marginal, whereas for the problem size of 4,096 cores,
AI‐AMG significantly improved robustness. In the
4,096 core case, the smallest and largest iteration num-
bers for C‐AMG were 50 (in the anisotropic problem)
and 653 (in the random problem with δ = 3), respectively,
whereas for AI‐AMG, the smallest and largest iteration
numbers were 41 and 303, respectively.

c. Large AI‐complexity leads to degeneration in scalabil-
ity and robustness. Based on the AI‐prior coarsening
strategy, the AI‐coarsening ratio RCAI of AI‐AMG
was much larger than that of C‐AMG, this is the main
reason why AI‐AMG improves robustness and
scalability.
5.1.6 | Combined with improved interpolation

From the results of Tables A4–A12, we see that although
AI‐AMG significantly improves convergence, the number
of iterations significantly increases for large‐scale cases,
especially for the 4,096 core case. In this subsection, we
consider improved interpolations that have been developed
to address this issue and determine the types of improve-
ment need to be obtained for the considered problems. Here,
we choose the extended classical modified interpolation,
which is the long‐range interpolation presented in 34. To
reduce complexity while still achieving improved conver-
gence, a truncation strategy for interpolation by limiting
the number of elements per row was suggested in 34. We
used a truncation option with truncated interpolation to five
elements per row as suggested in 34, also was suggested in
35 as one of the “best practice” parameters. We replace clas-
sical modified interpolation with these extended versions
while keeping the other parameters same, as that in previous
subsections. For the sake of saving space, we only report
results for 4096 cores for the following four problems,
constant, one‐jump, three‐jump, and random with δ = 3, see
Table A13.

Both the extended interpolation (Extended) and truncated
interpolation using 5 for the maximal number of elements
(Extended‐5) are given in Table A13, For comparison, the
corresponding results of classical modified interpolation
(Classical) are repeatedly given.

Table A13 shows that the extended interpolation signifi-
cantly improves convergence for both C‐AMG and AI‐
AMG, which indicated that AI‐AMG can also benefit from
such interpolation. On the contrary, the operator complexities
of extended interpolation are larger than those of classical
interpolation. It is apparent that although the complexities
of extended interpolation increase by less than a factor of
two over those of classical interpolation, the CPU time (per
iteration) of extended interpolation significantly increases
for both the setup and cycle phases. This implies that increas-
ing the complexities leads to expensive communication in
large‐scale computation. For the one‐jump case, extended
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interpolation reduces the total CPU time by 43.4% and 15.6%
for C‐AMG and AI‐AMG, respectively, compared to classi-
cal interpolation. For the other three cases, however, there
is no benefit in terms of total CPU time from using the
extended interpolation.

Extended‐5, which using truncation strategy, as shown in
Table A13, leads to lower complexities with a slight increase
in number of iterations, thereby improving total CPU time
and scalability compared to Extended. Again, AI‐AMG can
benefit from Extended‐5. For C‐AMG, it is advantageous to
use Extended‐5 for all problems considered here, and
Extended‐5 now outperforms the Classical interpolation.
For AI‐AMG, however, total CPU time is not significantly
reduced using Extended‐5 when compared with Extended.
Especially for three‐jump and random cases, although
Extended‐5 reduces the total CPU time of AI‐AMG by
18.1% and 23.1%, respectively, compared to Extended, there
is no advantage yet compared with Classical interpolation.
For these two cases, we use 4 instead of 5 for the maximal
number of elements in truncation strategy (Extended‐4). As
a result, Extended‐4 further reduces the total CPU time for
both C‐AMG and AI‐AMG because it further reduce the
complexities and it reaches to the minimal total CPU time
compared to Classical, Extended, and Extended‐5. The
results also show that AI‐AMG outperform C‐AMG in total
CPU time for all interpolations considered here except for
the Constant case, which show the effectiveness of the
proposed AI‐AMG method.

Clearly, in the context of large‐scale parallel computing,
it is therefore advantageous to use the extended interpolation
in combination with a suitable truncated strategy, which
agrees well with the conclusion in.34 Further analysis will
be required to determine a better balance between
parallelism and convergence for AI‐AMG combined with
the improved interpolation, which will be discussed in a
future study.
5.2 | Application in radiation hydrodynamics
simulations

In this subsection, we apply the AI‐AMG method to solve
RHD arising from real‐world simulations and show its
efficiency in doing so.

The RHD computations play a crucial role in simulations
of problems in fields such as astrophysics and inertial con-
finement fusion (ICF).64 RHD is a multi‐physics process con-
taining both hydrodynamic motion and energy transport, with
the standard multi‐material Eulerian equations used to
describe hydrodynamic motion. In this paper, we do not deal
with the details of the hydrodynamic motion process, but
focus instead on the energy transport process. Under the
assumption of diffusion approximation,64 the following
radiation transfer coupling equations must be solved to
describe the energy transport:
∂Er

∂t
¼ ∇⋅

cλ Erð Þ
κr

∇Er

� �
þ κp 4σT4

e−cEr
� �þ Sr (5:1)

ρce
∂Te

∂t
¼ ∇⋅ De Teð Þ∇Teð Þ−κp 4σT4

e−cEr
� �

þωie Ti−Teð Þ
(5:2)

ρci
∂Ti

∂t
¼ ∇⋅ Di T ið Þ∇T ið Þ−ωie Ti−Teð Þ (5:3)

where Er is the radiation energy density, Te and Ti are the
electron and ion temperatures, respectively, and ρis the fluid
density, which is updated in the hydrodynamics process. In
(5.1), λ(Er) is a nonlinear limiter, κp and κr are the Planck
and Rosseland mean absorption coefficients, respectively, σ
is the absorption inverse mean free path corrected for stimu-
lated emission, Sr is the radiation source item, and c is the
speed of light. In the electron‐ion Equations 5.2 and 5.3,
De(Te) and Di(Ti) are the electron and ion nonlinear conduc-
tion coefficients, respectively, ce and ci are the electron and
ion heat capacity, respectively, and ωie is the electron‐ion
coupling coefficient.

The coupling system (5.1)–(5.3) is also known as the
three‐temperature (3‐T) equations, as the radiation energy
density Er defines the radiation temperature Tr via Er = aT4

r ,
where a is the radiation density constant. In RHD codes,
the need for large time step size and stability dictate the use
of an implicit scheme for 3‐T equations, which means that
linear system solvers are in great demand for RHD
computation.

5.2.1 | RHD code

The problem considered here is the 3D simulation of hydro-
dynamic instabilities during the processes of radiation‐driven
ICF capsule implosion.65 The parallel RHD code LARED‐S66

is used in the simulations. LARED‐S was developed by
the ICF team of IAPCM based on a parallel application
framework, JASMIN,67 which provides powerful parallel
performance on a large‐scale machine. Because the main
focus of this paper is the performance of the linear solver,
we only briefly describe the underlying numerical techniques
related to the implicit solution. More details about the
LARED‐S code can be found in.66

• Computational mesh: the 3‐T system (5.1)–(5.3) is solved
on a structured adaptive mesh refinement (AMR) mesh.
AMR consists of a hierarchy of refinement levels. A fine
level is constructed dynamically by refining the local
region on its coarser level with a refinement ratio r of,
for example, r = 2 or 4. Each level is uniform and orga-
nized as a union of rectangular patches. In LARED‐S
code, the refine criteria are supplied by users, but the
management of the mesh data structure is encapsulated
in JASMIN 67.
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• AMR time‐stepping and spatial discretization: Within a
given time step, time‐integration performed on the
AMR mesh via a refinement strategy, that is, time‐
stepping advances from the coarsest to finest level
individually, followed by a synchronization process that
is performed from the finest to the coarsest level.
The main feature of this refinement time‐stepping
strategy is that the designs and parallelisms of the
discretizations and solvers are only applicable for each
level. Again, as described in Section 3.2, a seven‐point
finite volume discretization on a uniform mesh was
used, which result in a seven‐point matrix derived on
each level.

• Nonlinear solver: Based on the refinement time‐stepping
strategy mentioned above, a coupled nonlinear system
arising from the implicit 3‐T Equations 5.1–5.3 must be
solved on each level. The Picard‐type iteration is used
to solve such equations in LARED‐S code. At the begin-
ning of iteration, the energy density of electron emission,
4σT4

e , is linearized using the last time step value of
electron temperature, and then the coupled radiation,
electron, and ion equations are operator‐split from each
other and solved using the iterative procedure until
convergence. Each iteration performs the following
two steps:

(s1) Solve radiation diffusion and radiation‐electron
coupling;

(s2) Solve electron and ion conduction separately and
then solve electron‐ion coupling, where the linear solvers
are needed in both steps.

For a typical 3D simulation, the presence of hydrody-
namic instabilities dictates hundreds of millions of mesh
cells are required. In addition, as many spatial scales are
coupled with the effects of multi‐materials and strong non-
linearity, the matrix entries cover a wide range of values
and distribute in a highly anisotropic manner. Figure 4
shows the seven‐point matrix entries of an MS‐point arising
from radiation Equation 5.1. Here, S0 is a diagonal entry
and the others are off‐diagonal entries.

It is apparent that the off‐diagonal entries span several
orders of magnitude. Consequently, the corresponding
FIGURE 4 Illustration of MS matrix entries arising from a discretized
radiation equation
matrices are not only extremely large scale but also have the
strong multi‐scale property. Therefore, it is difficult to design
efficient solvers for such challenging problems. Previous
work mainly focused on 2D simulation 49,68–70; for 3D, more
effective solvers are required.

5.2.2 | Numerical results

To solve this problem, LARED‐S ran for 0.14 ns of physical
time, with the overall simulation requiring 3,700 time steps.
The AMR mesh consisted of three hierarchy levels: the mesh
size on the coarsest mesh (Level 0) was 125 × 125 × 125,
with the refine ratios on both Levels 1 and 2 relative to the
coarse level equal to 4 × 4 × 4. The mesh size changed during
time‐stepping because the computational mesh was recon-
structed with the hydrodynamic motion. The average mesh
sizes for Levels 0, 1, and 2 were 1.9, 5.1, and 147 million,
respectively, and 154 million in total.

We used AMG preconditioned GMRES (20) as the linear
solver. The relative residual convergence tolerance was
tol = 10−8, and the maximum iteration number was set to
100. The other parameters used were the same as in Section
5.1. As systems arising from the electron‐ion thermal
conduction in (s2) are easy to solve, for the problem tested
here, the solution of radiation diffusion in (s1) dominated
the execution time. Thus, we are only concerned with the
radiation solver in the following discussion.

First, we discuss the total performance improvement of
the whole simulation. The simulation had been run on
4,096 CPU cores using C‐AMG in June 2012 65. We replaced
C‐AMG with AI‐AMG and ran it again on the same parallel
computer. Table A14 provides a comparison of CPU times. It
is seen that, for the overall simulation, AI‐AMG achieves a
32% reduction in solver‐part CPU time and a 27% reduction
in total CPU time.

We then investigated the convergence behaviors of the
two algorithms in detail. As it was too expensive to run
the whole simulation again using C‐AMG, the statistics
given here are only for the first 100 time steps. Each time
step required 5–10 Picard iterations, and we consider the lin-
ear systems arising from the first Picard iteration for each
time step (first‐Picard systems). In addition, because Level
2 had the largest mesh size and dominated the CPU time,
we focus only on the analysis of Level 2 in the remainder
of this section.

Figure 5 shows the distribution of AI‐points for the local
regions of selected slices corresponding to four first‐Picard
systems in selected time steps. It is seen that in this case,
the AI‐points actually appear in a local region and their distri-
bution dynamically changes during time‐stepping. Further-
more, from Figure 6, which shows the AI‐complexities (see
(4.4)) of these first‐Picard systems, it is apparent that the
AI‐complexities of the matrices essentially fall in the range
(20%, 25%).

Figure 7 compares the iterations and the AI‐coarsening‐
ratios of the first‐Picard systems. The results show that the



FIGURE 5 Distribution of AI‐points for selected local regions of slices corresponding to four time steps: 1st step (top‐left), 10th step (top‐right), 20th step
(bottom‐left), and 30th step (bottom‐right). The coloring represents the size of the AI‐influence value as defined in (4.2)

FIGURE 6 AI‐complexities of the first‐Picard systems for 100 time steps

FIGURE 7 Iterations (left) and AI‐coarsening‐ratios (right) comparison for the
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AI‐coarsening‐ratio of AI‐AMG is much larger than that of
C‐AMG during time‐stepping, which implies that AI‐AMG
has a higher coarsening quality on AI. As a result, AI‐AMG
achieves significant improvements in both convergence and
robustness. For the first 10 time steps in particular, the itera-
tion numbers of C‐AMG reach the maximum allowed num-
ber because the radiation temperature rises sharply, whereas
AI‐AMG can reach the convergence tolerance within 100
iterations during this hard period.

Finally, Table A15 lists the total iteration numbers and
the CPU times for 100 steps. For the CPU times, both the
first‐Picard systems of 100 time steps
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total and solver‐part execution times are given. Compared to
C‐AMG, AI‐AMG reduces the iteration numbers by 33.5%.
The total and solver‐part CPU times of AI‐AMG are reduced
by 25.8% and 32.1%, respectively.
6 | CONCLUSIONS

In this paper, a new low complexity coarsening‐based AMG
method (AI‐AMG) was proposed to improve the conver-
gence of solving a class of multi‐scale matrices. In order to
reveal the difficulties arising from the multi‐scale property,
we introduced the AI to characterize the multi‐scale prop-
erty. Using this construct, the grid can be partitioned into
two parts: the AI and the ESS. For the ESS‐part, the connec-
tions have equivalent strength, and therefore, traditional low
complexity strategies work well. AI‐prior coarsening, a
customized coarsening strategy on the AI‐part, was then
proposed. Various numerical tests of typical model problems
and a large‐scale realistic simulation were discussed to
demonstrate the efficiency of the proposed method. In the
3D Poisson‐like equations, AI‐AMG significantly improved
the algorithmic scalability and robustness with increasing
problem size and changing coefficients while maintaining
low operator complexity and significantly reducing
the CPU time in large‐size problems. In radiation hydrody-
namic simulation, a typical challenging real‐world problem,
AI‐AMG significantly improved the convergence and
showed better robustness. In a hydrodynamic instability sim-
ulation with more than 100 million mesh cells, AI‐AMG
reduced the total CPU time of the overall simulation on
4,096 CPU cores from 81 to 59 h.
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APPENDIX

Appendix: Tables
TABLE A1 Five examples of coefficients in a Poisson‐like equation

κ (2D) κ (3D)

Problem 1 (constant) 1 1

Problem 2 (anisotropic)
103 0

0 1

 !
103 0 0

0 103 0

0 0 1

0
B@

1
CA

Problem 3 (discontinuous)
103; in 1=4; 3=4½ �2
1; otherwise

(
103; in 1=4; 3=4½ �3
1; otherwise

(

Problem 4 (varying) 100|sin(64x) ⋅ sin (64y)| + 1.0 100|sin(64x) ⋅ sin (64y) ⋅ sin (64z)| + 1.0

Problem 5 (random) 102r(x, y) 102r(x, y, z)

TABLE A2 Number of MS‐ and AI‐points at mesh size = 642 (2D) and 643 (3D)

Problem 1 Problem 2 Problem 3 Problem 4 Problem 5

2D (mesh size = 4,096) No. of MS‐points 0 4,096 124 1,370 2,073

No. of AI‐points 0 0 124 1,370 1,712

3D (mesh size = 262,144) No. of MS‐points 0 262,144 5,768 103,746 132,888

No. of AI‐points 0 0 5,768 103,746 127,693

TABLE A3 Number of iterations (Nits) and operator complexities (Cop) with PMIS coarsening

Problem 1 Problem 2 Problem 3 Problem 4 Problem 5

2D (two‐level) AMG‐only Nits 13 9 13 19 20

Cop 1.6 1.6 1.6 1.6 1.6

3D (multi‐level) AMG‐only Nits 56 39 371 169 148

Cop 2.3 2.4 2.3 2.2 2.1

AMG‐GMRES (10) Nits 17 14 24 23 22

Cop 2.3 2.4 2.3 2.2 2.1

Note. PMIS = parallel modified independent set.

TABLE A4 Results for constant coefficient (Laplacian equation), 643 mesh size per core

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Ttotal CAI RCAI

C 1 643 2.22 19 0.6 2.0 2.6 0.16 0.23

8 1283 2.30 25 1.3 6.7 8.0 0.17 0.23

64 2563 2.34 33 2.8 14.0 16.8 0.18 0.23

512 5123 2.36 47 2.7 23.5 26.2 0.18 0.23

4,096 1,0243 2.40 91 5.0 72.6 77.6 0.17 0.22

AI 1 643 2.66 18 0.7 2.4 3.1 0.17 0.36

8 1283 2.73 23 1.5 6.0 7.5 0.17 0.35

64 2563 2.75 30 3.1 13.6 16.7 0.19 0.35

512 5123 2.77 41 3.3 21.7 25.0 0.18 0.35

4,096 1,0243 2.80 78 5.5 64.2 69.7 0.17 0.35



TABLE A5 Results for anisotropic coefficient, 643 mesh size per core

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Ttotal CAI RCAI

C 1 643 2.32 20 0.4 2.0 2.4 0.15 0.33

8 1283 2.39 25 1.2 7.1 8.3 0.16 0.33

64 2563 2.42 31 2.9 20.0 22.9 0.17 0.32

512 5123 2.43 40 3.3 24.5 25.8 0.17 0.32

4,096 1,0243 2.40 50 5.2 29.7 34.9 0.18 0.32

AI 1 643 2.65 19 0.5 2.0 2.5 0.16 0.49

8 1283 2.67 24 1.3 6.9 8.2 0.17 0.46

64 2563 2.70 29 3.1 17.3 20.4 0.19 0.45

512 5123 2.72 35 3.6 18.4 22.0 0.19 0.44

4,096 1,0243 2.74 41 5.7 23.5 28.2 0.19 0.44

TABLE A6 Results for sine‐type varying coefficient, 643 mesh size per core

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Ttotal CAI RCAI

C 1 643 2.20 20 0.6 2.1 2.7 0.22 0.24

8 1283 2.28 27 1.4 7.1 8.5 0.22 0.25

64 2563 2.31 40 2.1 15.4 17.5 0.22 0.25

512 5123 2.33 72 2.3 32.6 34.9 0.23 0.25

4,096 1,0243 2.30 233 6.0 123.1 129.1 0.24 0.25

AI 1 643 2.57 19 0.7 2.5 3.2 0.23 0.32

8 1283 2.68 24 1.5 6.6 8.1 0.23 0.32

64 2563 2.74 36 2.3 13.6 15.9 0.23 0.32

512 5123 2.77 65 2.9 29.3 32.2 0.24 0.32

4,096 1,0243 2.70 190 6.6 104.4 111.0 0.25 0.32

TABLE A7 Results for one‐jump discontinuous coefficient, 643 mesh size per core

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Ttotal CAI RCAI

C 1 643 2.21 22 0.6 2.4 3.0 0.18 0.23

8 1283 2.29 39 1.6 10.4 12.0 0.19 0.24

64 2563 2.34 64 2.4 27.0 29.4 0.20 0.24

512 5123 2.36 243 3.5 121.6 125.1 0.20 0.23

4,096a 1,0243 2.40 515 5.2 467.3 472.5 0.19 0.22

AI 1 643 2.63 20 0.7 2.5 3.2 0.19 0.35

8 1283 2.70 36 1.7 10.0 11.7 0.21 0.35

64 2563 2.80 58 3.1 24.8 27.9 0.22 0.35

512 5123 2.85 167 4.5 91.1 95.6 0.22 0.35

4,096a 1,0243 2.80 211 6.3 204.6 210.9 0.20 0.35

akdim = 30.

TABLE A8 Results for three‐jump discontinuous coefficient, 603 mesh size per core

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Ttotal CAI RCAI

C 1 603 2.18 25 0.5 2.1 2.6 0.22 0.24

8 1203 2.28 40 1.2 8.6 9.8 0.24 0.24

64 2403 2.33 79 1.8 26.6 28.4 0.24 0.24

512 4803 2.36 337 2.6 136.1 138.7 0.22 0.23

4,096a 9603 2.40 416 4.9 263.2 268.1 0.22 0.22

AI 1 603 2.54 23 0.6 2.5 3.1 0.23 0.34

8 1203 2.66 36 1.3 7.8 9.1 0.24 0.34

64 2403 2.68 59 2.3 21.5 23.8 0.24 0.34

512 4803 2.74 198 3.5 85.5 89.0 0.23 0.34

4,096a 9603 2.80 212 5.8 145.3 151.1 0.24 0.34

akdim = 40.
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TABLE A9 Results for random coefficient, 643 mesh size per core, δ = 2

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Ttotal CAI RCAI

C 1 643 2.00 20 0.7 1.9 2.6 0.56 0.33

8 1283 2.06 29 1.3 7.4 8.7 0.56 0.33

64 2563 2.09 52 2.0 11.1 13.1 0.58 0.32

512 5123 2.14 105 3.2 46.3 49.5 0.59 0.32

4,096 1,0243 2.18 302 7.4 134.3 141.7 0.59 0.32

AI 1 643 2.17 19 0.5 2.1 2.6 0.57 0.41

8 1283 2.19 25 1.3 6.3 7.6 0.57 0.41

64 2563 2.22 39 2.2 7.8 10.0 0.59 0.41

512 5123 2.25 63 3.5 27.6 31.1 0.60 0.41

4,096 1,0243 2.29 152 7.9 71.6 79.5 0.60 0.41

TABLE A10 Results for random coefficient, 643 mesh size per core, δ = 3

Method No. of cores No. of mesh Cop Nits Tsetup Tsolve Tcpu CAI RCAI

C 1 643 2.00 21 0.5 2.2 2.7 0.64 0.33

8 1283 2.01 48 1.1 13.5 14.6 0.68 0.33

64 2563 2.05 113 2.2 26.6 28.8 0.70 0.33

512 5123 2.06 331 2.9 101.0 103.9 0.70 0.32

4,096a 1,0243 2.10 653 4.5 305.4 309.9 0.71 0.32

AI 1 643 2.10 20 0.5 1.9 2.3 0.65 0.39

8 1283 2.19 39 1.2 10.7 11.9 0.67 0.40

64 2563 2.24 69 3.1 16.8 19.9 0.70 0.40

512 5123 2.26 161 3.0 50.2 53.2 0.71 0.40

4,096a 1,0243 2.28 303 4.6 152.5 157.1 0.72 0.40

akdim = 30.

TABLE A11 Convergence failure cases for C‐AMG

Problem No. of cores Mesh size kdim

Nits

C AI

One‐jump 64 2563 10 Failure 171

Three‐jump 4,096 9603 30 Failure 535

Random, δ = 2 4,096 1,0243 10 Failure 194

Random, δ = 3
512 5123 10 Failure 367
4,096 1,0243 20 Failure 505

TABLE A12 Iteration numbers for various coefficients on 1 and 4,096 cores

No. of cores Constant Anisotropic Sin‐type One‐jump Three‐jump Random δ = 2 Random δ = 3

1 C 19 20 20 22 25 20 21

AI 18 19 19 20 23 19 20

4,096 C 91 50 233 515 416 302 653

AI 78 41 190 211 212 152 303
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TABLE A13 Complexities, number of iterations, and CPU time for four problems with different coefficients on 4,096 cores: comparison among interpolations

Coefficients Interpolations Coarsenings Cop Nits Tsetup Tsolve Tcpu

Constant (no. of mesh = 1,0243) Classical C 2.4 91 5.0 72.6 77.6

AI 2.8 78 5.5 64.2 69.7

Extended C 4.6 24 20.8 66.4 87.2

AI 4.7 22 20.8 66.7 87.5

Extended‐5 C 3.3 33 9.7 55.5 65.2

AI 3.5 30 10.2 55.2 65.4

One‐jumpa (no. of mesh = 1,0243) Classical C 2.4 515 5.2 467.3 472.5

AI 2.8 211 6.3 204.6 210.9

Extended C 4.6 84 20.8 246.7 267.5

AI 4.7 62 21.8 156.1 177.9

Extended‐5 C 3.3 99 9.8 198.6 208.4

AI 3.5 74 10.4 134.0 144.4

Three‐jumpb (no. of mesh = 9603) Classical C 2.4 416 4.9 263.2 268.1

AI 2.8 212 5.8 145.3 151.1

Extended C 4.6 94 20.8 252.0 272.2

AI 4.7 68 21.4 164.4 185.8

Extended‐5 C 3.2 109 9.7 195.8 205.5

AI 3.4 81 10.5 141.7 152.2

Extended‐4 C 2.9 118 8.7 182.8 191.5

AI 3.0 88 9.5 127.7 137.2

Random with δ = 3a (no. of mesh = 1,0243) Classical C 2.1 653 4.5 305.4 309.9

AI 2.3 303 4.6 152.5 157.1

Extended C 3.3 197 17.2 329.7 346.9

AI 3.7 103 20.6 185.9 206.5

Extended‐5 C 2.8 263 6.2 253.4 259.6

AI 3.0 162 9.1 149.7 158.8

Extended‐4 C 2.5 284 5.3 224.4 229.7

AI 2.6 177 5.5 131.4 136.9

akdim = 30.
bkdim = 40.

TABLE A14 CPU time comparison for the overall simulation on 4,096 cores

Total time (hours) Solver part time (hours)

C‐AMG 81 73.7

AI‐AMG 59 50.1

Improvement percentage 27% 32%

TABLE A15 Total iteration numbers and CPU times for 100 time steps

Iteration numbers

CPU times (minutes)

Total Solver

C‐AMG 22,690 187.8 156.0

AI‐AMG 15,080 139.2 105.6

Improvement percentage 33.5% 25.8% 32.1%
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